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ABSTRACT
The approach to directional speech enhancement in this paper
involves combining adaptive beamforming and real-time capable
spectro-temporal post-filtering. Using a prototype listening device
with an eyeglass-integrated array, we implement and evaluate our
Short-Time Target Cancellation (STTC) processing, which leverages
phase differences to compute a spatially-selective (i.e., directional)
time-varying spectral gain that can be used either to filter the binaural
signals at the ears or as a postfilter for hearing aid processing. In this
study, the STTC processing is both compared with, and combined
with, an established hearing aid algorithm; the two approaches are
compatible and our evaluation results, using instrumental measures
and multi-talker mixtures in both anechoic and reverberant settings,
indicate that their combination has an additive effect. The approach
taken here, using an eyeglass-integrated array to compute a spatially-
selective spectro-temporal post-filter, can be used to enhance hearing
aid performance in especially challenging acoustic environments.
Index Terms: binaural hearing, directional speech enhancement,
hearing aids, microphone array processing, target cancellation.

1. INTRODUCTION

There have been previous implementations of “Listening Glasses”,
with both broadside and endfire arrays of eyeglass-integrated mi-
crophones [1–3], that used beamforming algorithms for directional
speech enhancement; i.e., with the aim of improving intelligibility
for a target talker of interest, from a known direction, in challenging
acoustic environments with multiple interfering sound sources. The
approach taken in this study is to use an eyeglass-integrated broad-
side array to implement our Short-Time Target Cancellation (STTC)
processing, which computes a spatially-selective time-varying spec-
tral gain that can be used as a postfilter for hearing aid processing.
This approach, combining hearing aid processing with our STTC
spatial spectro-temporal post-filtering, is evaluated in this study with
a prototype device (Fig. 1), instrumental measures, and mixtures of
concurrent talkers in both anechoic and reverberant environments.

The STTC processing, which will be described and evaluated
in this study, leverages frequency-domain phase differences [4] to
compute a continuously valued time-varying spectral gain [5] and is
a minimalist, efficient and real-time capable implementation of the
target cancellation [6, 7] approach to sound source segregation. The
present study aims only to demonstrate that our approach, using an
eyeglass-integrated broadside array to compute a spatially-selective
time-varying spectral gain, can be used to enhance the performance
of a well-established hearing aid algorithm [8] that is commonly
used in commercial digital hearing aids [9, 10].
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Fig. 1. The prototype device uses an eyeglass-integrated array of
MEMS microphones and the “Hearpiece” [11, 12] one-size-fits-all
earpiece for the Left and Right in-ear microphones and loudspeakers.

2. SHORT-TIME TARGET CANCELLATION (STTC)

For the STTC processing described herein, our one assumption is
that the location of the target talker is known and in alignment
with the straight-ahead (i.e., at or near 0�) “look” direction of the
eyeglass-integrated array, so that target energy can be cancelled
through a simple subtraction of frequency domain signals from a
microphone pair. The discrete-time mixture xi[m] at the ith micro-
phone is composed of both signal (si) and noise (⌘i) components:

xi[m] = si[m] + ⌘i[m] (1)

The processing computes a Ratio Mask (RM), a continuously-valued
spectro-temporal gain, taking as input only the STFTs (Xi[n, k]) of
the discrete-time sound mixtures (xi[m]) at each microphone, where
n and k are STFT indices for time and frequency, respectively. The
approach described herein uses two pairs ([1, 2] and [3, 4]) of mi-
crophones (Fig. 1) with varied spacings (120 mm and 50 mm) that
are free from null phase differences within a different range of fre-
quencies (Fig. 2). The frequencies at which null phase differences
occur depend on both the distance (d) in meters between a pair of
microphones and the Direction of Arrival (DOA) angle of the sound
source. Assuming a distant sound source, the Time Difference of Ar-
rival (TDOA) is computed as follows, where c is the speed of sound
in m/s and ✓ is the DOA angle in radians:

⌧ =
d

c
sin(✓) (2)

The corresponding wrapped ([�⇡,⇡]) absolute phase difference (⇢),
as a function of frequency (f ) in Hz, and as plotted in the top row
of Fig. 2, can be computed as follows, where 6 indicates the phase
angle wrapped to the interval [�⇡,⇡] :

⇢(f) =
��� 6 ej2⇡f⌧

��� (3)
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There is an interaction between sensor spacing (d) and DOA
angle (✓) that yields phase differences of zero when f⌧ is an integer;
these null phase differences can be seen in the top row of Fig. 2.
Likewise, the discrete-frequency wrapped absolute phase difference
(P), as a function of discrete frequency (fk) in Hz, distance (d) in
meters and DOA angle ✓ in radians, can be computed as follows:

P[k] =
��� 6 e

j2⇡fk
d

c
sin(✓)

��� (4)

The approach described herein uses two pairs ([1, 2] and [3, 4])
of microphones, with different spacings (see Figs. 1 and 2), to com-
pute two Ratio Masks (RM1,2 and RM3,4) using only a pairwise
Phase Difference Normalization Vector (PDNV) �[k] and STFTs
(Xi[n, k]) from the four (i = 1 : 4) microphones.

Assuming that the location of the target talker is known and in
alignment with the straight-ahead (i.e., at or near 0�) “look” direction
of the array, a pairwise Noise estimate is computed via subtraction
before taking the magnitude, so as to allow for phase difference inter-
actions that cancel energy from the target talker, whereas a pairwise
Mixture estimate is computed via addition after taking the magni-
tude, so as to prevent these phase difference interactions. Because
Signal = Mixture-Noise, these pairwise Mixture and Noise estimates
can be used to compute a pair of Ratio Masks (RM1,2 and RM3,4):

RM1,2[n, k] = ... (5a)
Mixture estimatez }| {���X1[n, k]

���+
���X2[n, k]

����

PDNVz }| {����1,2[k]
���

Noise estimatez }| {���X1[n, k]�X2[n, k]
���

���X1[n, k]
���+

���X2[n, k]
���

| {z }
Mixture estimate

RM3,4[n, k] = ... (5b)
Mixture estimatez }| {���X3[n, k]

���+
���X4[n, k]

����

PDNVz }| {����3,4[k]
���

Noise estimatez }| {���X3[n, k]�X4[n, k]
���

���X3[n, k]
���+

���X4[n, k]
���

| {z }
Mixture estimate

The pairwise PDNV �[k], a real-valued frequency-dependent vector,
is pre-computed for each microphone pair spacing (d1,2 and d3,4):

�1,2[k] =

8
><

>:

⇣��� 6 e
j2⇡fk

d1,2

c
sin(✓max)

���/⇡
⌘�1

, if fk  fs1,2

1, else
(6a)

�3,4[k] =

8
><

>:

⇣��� 6 e
j2⇡fk

d3,4

c
sin(✓max)

���/⇡
⌘�1

, if fk  fs3,4

1, else
(6b)

Below a pre-determined stop frequency fs, the PDNV �[k] is
inversely proportional to the discrete-frequency wrapped absolute
phase difference P (see equation 4) at the maximum possible an-
gular separation of ✓max = ⇡/2 radians. Here, fs1,2=1.25kHz and
fs3,4=3.25kHz. The frequency-dependent PDNV �[k] is used to
scale (or normalize) the Noise term according to how little phase
difference is available at each discrete frequency fk. This approach
alleviates the problem of having very little phase difference, for the
processing to work with, at low frequencies (see Fig. 2).
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Fig. 2. Wrapped [�⇡,⇡] absolute phase differences, as a function of
frequency and the Direction of Arrival (DOA) angle ✓, are shown in
the top row. The piecewise construction approach to avoiding null
phase differences (e.g., at or near 3 kHz) is shown in the bottom row.

The two microphone pairs ([1, 2], [3, 4]) yield two Ratio Masks
(RM1,2, RM3,4), which are interfaced with each other so as to pro-
vide a positive absolute phase difference for STTC processing to
work with. A Global Ratio Mask RMG can be constructed, in a
piece-wise manner (see Fig. 2), as follows, with the + superscript
indicating that any negative Ratio Mask values are set to zero:

RMG[n, k] =

(
RM1,2[n, k]

+
, if fk < 2000 Hz

RM3,4[n, k]
+
, if fk � 2000 Hz

(7)

One disadvantage of the T-F masking approach is that disconti-
nuities in the T-F mask are heard as distortions that can negatively
impact speech quality. However, speech quality can be improved via
Spectro-Temporal Smoothing (STS) post-processing that smoothes
over these discontinuities, yielding a Smoothed Ratio Mask (RMS).
¯RMG[n, k] is RMG[n, k] averaged across the previous L frames:

¯RMG[n, k] =
�XL

`=0
RMG[n� `, k]}

�
/L+ 1 (8)

For the results herein, L = 6, corresponding to a “look back” of 20
ms. To achieve smoothing along frequency, we used a variation of
the gammatone “Channel Weighting” described in [4], adapted and
paraphrased below; the gammatone channel weighting coefficients
(w[n, i]) were obtained according to the following equation:

w[n, i] =

PN
2
k=0

¯RMG[n, k]
���Hi[k]

���
PN

2
k=0

���Hi[k]
���

(9)

where ¯RMG[n, k] is the Global Ratio Mask averaged across the past
L analysis frames, N is the DFT length and Hi is the frequency
response of a set of I = 40 gammatone filters [4]. The spectro-
temporally smoothed RMS (i.e., “Smoothed Ratio Mask”) is then
computed using w[n, i] and Hi[k] :

RMS [n, k] =

PI
i=1 w[n, i]

���Hi[k]
���

PI
i=1

���Hi[k]
���

(10)

APPROACH
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TARGET AZIMUTH VARIED REVERBERATION

Fig. 6. Performance results in a semi-anechoic chamber (Fig. 3)
using the “Target Azimuth Varied” spatial configuration (Fig. 4) are
shown in the Left column. Performance results in varied levels of
reverberation are shown in the Right column. There were 10 trials
for each 7.5� angular increment and each reverberation condition.
Error bars indicate the standard error of the mean (SEM).

4. CONCLUSION

Our evaluation results indicate an additive effect, with better perfor-
mance for the combination of STTC and ADM hearing aid process-
ing (i.e., “STTC+ADM”) than for either processing scheme alone.
The “Interferer Azimuth Varied” configuration (Fig. 4, Left) was
used to demonstrate that directional speech enhancement of a tar-
get talker can be effected once there is sufficient spatial separation
between the target and interfering talkers (Fig. 5). Conversely, the
“Target Azimuth Varied” configuration (Fig. 4, Right) was used to
demonstrate that the target does not need to be perfectly aligned with
the 0� “Look” direction (Fig. 6, Left column). Conceivably, these
“Listening Glasses” (Fig. 1) could be used, in addition to a user’s
digital hearing aid, in especially challenging listening environments.
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We describe an approach for low-latency computation of a Ratio Mask (RM) 
using a prototype eyeglass-integrated array and the openMHA [1] real-time 
signal processing platform.  Please stop by our demonstrator on Wednesday.

The prototype device uses an eyeglass-integrated array of microphones and 
the “Hearpiece” one-size-fits-all earpiece for the Left and Right in-ear 
microphones and loudspeakers.  The minimalist processing is STFT-based.

§ Conceivably, these “Listening Glasses” could be used,
in addition to a user’s digital hearing aid, in especially
challenging listening environments. For details, please
see our IWAENC 2022 proceedings paper [2].

§ An audio demonstration is available online [3].

§ A real-time demonstration setup, using the openMHA [1]
real-time signal processing platform, will be on display on
Wednesday from 14:00-16:00 (2pm-4pm) in Room K8.

Our STTC processing leverages direction-dependent phase differences, 
across multiple microphone pairs with different spacings, to compute a 
spatially-selective time-varying spectral gain that can be used either to filter 
the binaural signals at the ears or as a postfilter for hearing aid processing.
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Demonstration Session (Room K8):
Wednesday, Sept. 7th 14:00-16:00 (2-4pm)
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Tuesday, Sept. 6th 11:00-12:30

Demonstration Session (Room K8):
Wednesday, Sept. 7th 14:00-16:00 (2-4pm)

There is an audio demonstration available online:
http://vimeo.com/showcase/STTCdemoIWAENC22 


